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Abstract. Entity matching is an important task in common data clean-
ing and data integration problems of determining two records that refer
to the same real-world entity. Many research use string similarity as fea-
tures to infer entity matching but the power of the similarity may be
affected by the pairs of hard-to-classify entities, which are actually dif-
ferent entities but have a high similarity or the same entity with low
similarity. String transformation is a good solution to solve different rep-
resentations between two domains of datasets, such as abbreviations,
misspellings, and other expressions.
In this paper, we propose two powerful features, similarity gain and dis-
similarity gain, that enables us to discriminate whether the two entities
refer to the same entity after string transformation. The similarity gain is
defined by the maximum amount of similarity increase among the varia-
tions in similarity before and after applying string transformations. The
dissimilarity is defined by the maximum amount of similarity decrease.
Moreover, the similarity gain and dissimilarity gain can also be used for
selecting valuable samples in a limited labeling budget. Sufficient ex-
periments are conducted, and our method with the proposed features
improves the best accuracy in most cases.

Keywords: Entity matching, Entity resolution, supervised learning, String
similarity, String transformation · Feature engineering.

1 Introduction

Entity matching is also known as record linkage, deduplication, fuzzy-join, and
entity resolution. It is the task of finding records referring to the same entity
across different datasets. Common entities always exist in heterogeneous datasets
from different domains, such as the same product in the sales table from differ-
ent EC sites. There are no unique keys to identify the same entities, and the
representation of the same entity is always different in different datasets. For
example, P1 (“Digital Camera Soft Case 2”) and Q1 (“DCSC2”) in Table 1a are
the same entity but with different representations.
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Table 1: (a) Example records contained in the dataset P,Q. For example, (P1,
Q1) refers to the same entity, although they are not similar. Conversely, (P2, Q2)
refers to different entities, although they are similar. (b) Examples of extended
records for (a) when applying string transformations that extract capital letters
and strings that show product codes (strings containing numbers and capital
letters).

ID Name

P1
Digital Camera
Soft Case 2

P2
External Hard
Drive - 301302U

Q1 DCSC2

Q2
External Hard
Drive - 301304U

(a) Records of datasets P,Q.

ID Name capital letters product code

P1
Digital Camera
Soft Case 2

DCSC 2

P2
External Hard
Drive - 301302U

EHDU 301302U

Q1 DCSC2 DCSC DCSC2

Q2
External Hard
Drive - 301304U

EHDU 301304U

(b) Examples after string transformations.

In this paper, we focus on the similarity-based supervised learning approaches
for entity matching [4, 7, 11]. Entity pairs are compared using various similarity
functions that are applicable to their common attributes. The similarity function
returns a numerical similarity value, typically normalized to [0, 1], and the more
similar the attributes are, the higher the value between them. However, the fea-
tures of similarities may be powerless when a pair refers to the same entity but
has low similarity, or a pair refers to different entities but has high similarity.
This always happens in real datasets since the “left” and “right” tables in entity
matching problem are from different domains, and they will have different rep-
resentations, writing styles, abbreviations, and misspellings. To solve this, many
research uses string transformation before matching entities [1,2,5,8,14,15,21,23]
For example, the pair of P1 and Q1 (“Digital Camera Soft Case 2,” “DCSC2”)
in Table 1a refer to the same entity but one of the is in abbreviations. We can
take the string transformation method that takes the capital characters on P1
so that makes P1 and Q1 similar. This transformation positively impacts the
pair of (“Digital Camera Soft Case 2,” “DCSC”) which refers to the same en-
tity. However, it also leads to a wrong answer such as (“External Hard Drive -
301302U,” “External Hard Drive - 301304U”), which refers to different entities
but becomes more similar after transformation. We call this kind of entity pairs
as hard-to-classify.

To deal with the problem of the hard-to-classify pairs, two strong features,
similarity gain and dissimilarity gain, are proposed that enable us to discrimi-
nate them．Similarity gain and dissimilarity gain are computed by the amount
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of change in similarity before and after the string transformations. We add these
two features as input to a supervised classification model, and we also select
good training data with weighted sampling based on the similarity gain and dis-
similarity gain. For testing the effectiveness, we conducted experiments on three
real-world datasets. The results show that our proposed method can improve
the baseline even in a little training data. The contributions of this paper are as
follows:

– We propose two features, similarity gain and dissimilarity gain, that enable
us to determine whether the two elements of a record pair refer to the same
entity.

– We propose a train data selection method based on the similarity gain and
dissimilarity gain.

– We conduct experiments on three real-world datasets, and the results suggest
that our method can improve the baseline even in a little training data.

2 Preliminaries

In this section, we describe how to match entities with the feature vectors using
string similarity functions and string transformation. Figure 1 gives a general
workflow of supervised entity matching processing.

P

Q

Clean
Extract
Transform

Dataset 

Blocker

Candidate 
C

Feature
Extraction

Labeled

Unlabeled

Classifier

Output
Sampling
and

Labeling

Fig. 1: Overview of supervised entity matching with data cleaning, blocking,
feature engineering, labelling and classification.

Let P = {p1, . . . , p|P |} and Q = {q1, . . . , q|Q|} be two datasets consisting
of entities. Each entity in the datasets P and Q has a common attribute A =
{a1, . . . , a|A|} in the same domain. Let p[a] be the attribute a ∈ A of the entity
p ∈ P . We assume that each attribute is represented by a string value, e.g.,
“Tokyo” in the City attribute.

Normally, there are |P |×|Q| of entities to be compared. To avoid the quadratic
complexity of comparing all entity pairs, a small set of candidates are generated
by the techniques of blocking [18]. For example, entities containing the same
“Tokyo” in their City attribute can be blocked together as candidate pairs. In
this work, we focus on the matching phase with given candidate pairs generated
by blocking, i.e., the latter parts of feature extraction, sampling and labeling,
classifier in Figure 1.
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The idea of similarity-based entity matching is to compute various similarity
values with different similarity functions, and each similarity value is treated as
a feature, i.e., a variable in machine learning prediction. The classifier for entity
matching is trained by the feature vector composed of all similarity values. In
detail, we consider a function s as an indicator of how similar the two attributes
(strings) are, and the value of a similarity function is normalized from 0 to 1.

s : A×A → [0, 1]. (1)

There are many such functions, such as the Levenshtein, Jaccard, and Jaro-
Winkler similarities, and we denote the set of functions as S. We define Sa ⊆ S
as a set of similarity functions applicable to attribute a. Thus, by applying
similarity functions for an entity pair (p, q), the feature vector of an entity pair
is given by,

xp,q = [s (p[a], q[a]) | a ∈ A, s ∈ Sa] . (2)

To deal with the different representation of the strings between P and Q, we
further consider the string transformation,

f : A×A → A×A. (3)

A string transformation function f is defined to transform two attributes (strings)
into another two strings, such as deletion or replacement of specific strings, cap-
italization, and extracting initial letters. Table 1 shows an example of applying
the same transformation to both sides of the pair. However, we also support to
applies different transformations to each side of the pair. Let F be a set of string
transformations and Fa ⊆ F is applicable to attribute a 3. The feature vector
considering the string transformation is:

xp,q = [s (f (p[a], q[a])) | a ∈ A, s ∈ Sa, f ∈ Fa] . (4)

3 Methodology

In this section, we introduce the proposed power features of similarity gain and
dissimilarity gain, as well as making use of them in selecting training data.

3.1 Similarity gain and dissimilarity gain

For a pair of entities and a specific similarity function, they are four patterns for
their relationship and similarity:

– (1) Same entities with high similarity

3 F can also include function f0 that does not transform anything
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– (2) Different entities with low similarity
– (3) Same entities with low similarity
– (4) Different entities with high similarity

The entities in (1) and (2) are easy to be classified because the similarity value is
a clear signal, i.e., a power feature. However, the entities in (3) and (4) are hard
to be classified and also affect the power of the similarity feature in classification.

Our goal is to design good features to deal with the hard-to-classify samples
in (3) and (4). For entity pairs in (3) and (4), we observed that the string
transformation is effective for entity matching when the representation is aligned
to the same one after transformation. The similarity after this effective string
transformation increases significantly if the two records refer to the same entity.
Otherwise, the similarity decreases greatly or changes a little bit if they refer
to different entities. Unfortunately, we can not know what string transformation
function is effective for which similarity evaluation in every entity pair. Thus,
we propose to use the amount of change in many similarities with various string
transformation functions, and defined similarity gain and dissimilarity gain by
aggregating all changed similarity values.

For example, assume that there is an effective string transformation that
extracts capital letters for (“Digital Camera soft case 2,” “DCSC2”) in Table
1, as well as another string transformation that extracts the product code for
(“External Hard Drive - 301302U,” “External Hard Drive - 301304U”). We then
obtain the transformed pairs (“DCSC,” “DCSC”) and (“EHDU,” “EHDU”) with
high similarity using a string transformation that extracts capital letters (Table
1b). The latter (“EHDU,” “EHDU”), however, refers to different entities. Now
let us turn to the amount of change in the similarity between the similarity of the
original record pairs and the similarity of the transformed pairs. We can then see
that the original record pair (“Digital Camera soft case 2,” “DCSC2”) has a low
similarity, and the amount of change in similarity after the string transformation
is large. By contrast, (“External Hard Drive - 301302U,” “External Hard Drive -
301304U”) have a high similarity before the string transformation, and thus the
change is small. By determining and selecting the effective string transformation
for an entity pair based on the magnitude of the variation, we can obtain powerful
features to determine whether the entity pair refers to the same one.

Similarity Gain. Similarity gain is a measure of how much applying the string
transformations increase the string similarity of an entity pair. If two entities
have low string similarity but refer to the same one, we think this case is that
two different representations are derived from the same entity. Therefore, there
should exist an effective transformation that links them and makes them more
similar. If the prepared transformation functions contain that effective string
transformation, the similarity between the transformed entities will be higher
than the original one, and the similarity gain will be larger. Otherwise, the
similarity gain will be less than 0.

Therefore, for each similarity function, we take the maximum amount of
similarity gain in all transformation functions. Then, we take the average value
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(a) The similarity gain of the similarity
function S1 by the blue double-headed
arrow.
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(b) The dissimilarity gain of similarity
functions S1 and S2 by the blue double-
headed arrows.

Fig. 2: Similarity and dissimilarity gains

as the final similarity gain. Formally,

SG(p[a], q[a]) =
1

|Sa|
∑
s∈Sa

max
f∈Fa

{
s (f (p [a] , q [a]))− s (p [a] , q [a])

}
. (5)

Dissimilarity Gain. Similar to the similarity gain, the dissimilarity gain mea-
sures how much applying the string transformations decrease the string similarity
of an entity pair. It is defined as the average minimum value among all possible
similarity functions and transformation functions. Formally,

DSG(p[a], q[a]) =

∣∣∣∣∣ 1

|Sa|
∑
s∈Sa

min
f∈Fa

{
s (f (p [a] , q [a]))− s (p [a] , q [a])

}∣∣∣∣∣ . (6)

3.2 Select Training Data with similarity and dissimilarity gains

．In practice, the label cost of entity matching is high so that we cannot ask to
label all candidate pairs. Therefore, how to effectively select and label valuable
samples is an important problem. Recall that there are four patterns of entities
we introduced in Section 3.1, and we aim to select the samples that cover all four
patterns. Therefore, we propose to select the training data by weighted sampling
with four well-tuned similarity thresholds.

(1) Same entities with high similarity. Easy-positive samples, we select
the samples by taking the entity pairs with a similarity value above τep .

(2) Different entities with low similarity. Easy-negative samples, we
select the samples by taking the entity pairs with a similarity value below τen.
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(3) Same entities with low similarity. hard-positive samples, we select
the samples by taking the entity pairs with a similarity gain value above τhp .

(4) Different entities with high similarity. hard-negative samples, we
select the samples by taking the entity pairs with a similarity gain value above
τhn .

4 Experiments

4.1 Datasets

We conducted experiments on three real-world datasets to test the effectiveness
of our proposed features as well as the training data selection. Details of the
dataset are listed in Table 2.

– StockName. The dataset we collected consists of stock names and their
official names in the Japanese stock market (NI225). The only comparable
attribute is the name. There are 2,959 entities of companies. We processed
a self-matching with their company names to the stock codes.

– Abt-Buy. This dataset consists of product records for two e-commerce re-
tailers. One is 1,081 entities from abt.com and the other is 1,092 entities
from buy.com. Each entity is a product that contains the attributes name,
description, manufacturer, and price. We only used the product names.

– DBLP-ACM. This dataset consists of bibliographic records that 2,614 enti-
ties from the DBLP and 2,294 entities from the ACM websites. Each entity
contains a title, venue, publication, and authors. We only used the paper
titles.

We prepared 25, 18, and 15 string transformations, such as deletion and
replacement of specific strings and transformation to lowercase, for the three
datasets, respectively. In addition, because the StockName consisted of records in
Japanese, we also prepared Japanese-only string transformations such as trans-
forming hiragana (the Japanese syllabary characters) to Romaji.

Table 2: Details of datasets.

Dataset name
Records in
dataset P

Records in
dataset Q

# record pairs that
refer to the same entities

StockName 2959 2959 2959

Abt-Buy 1081 1092 1097

DBLP-ACM 2614 2294 2224

4.2 Methods

We compared our proposed features as input to the classifier with the following
features. We used the Random Forest as the classifier in all methods.
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Table 3: Comparison results in the StockName dataset. The highest average
score in each training data proportion is marked bold.

Matching Sampling The proportion of training data
methods methods 0.05% 0.1% 0.2% 0.5% 1%

RS
0.101
±0.201

0.103
±0.196

0.276
±0.199

0.447
±0.222

0.522
±0.186

M WS
0.404
±0.203

0.528
±0.260

0.603
±0.233

0.650
±0.163

0.700
±0.100

WSG(Ours)
0.437
±0.210

0.537
±0.103

0.606
±0.058

0.630
±0.059

0.674
±0.047

RS
0.128
±0.256

0.142
±0.255

0.416
±0.200

0.590
±0.261

0.685
±0.190

MT WS
0.509
±0.259

0.577
±0.251

0.639
±0.266

0.701
±0.135

0.749
±0.052

WSG(Ours)
0.502
±0.228

0.644
±0.111

0.701
±0.067

0.714
±0.073

0.749
±0.064

RS
0.122
±0.247

0.149
±0.270

0.435
±0.234

0.597
±0.200

0.680
±0.201

MTG(Ours) WS
0.512
±0.266

0.564
±0.294

0.682
±0.274

0.708
±0.136

0.756
±0.052

WSG(Ours)
0.597
±0.226

0.654
±0.048

0.702
±0.058

0.723
±0.056

0.757
±0.088

– M. Magellan [11], a string similarity-based entity matching method. The
system uses a set of string similarities to acquire feature vectors and train
a classifier. In our experiments, we used Jaccard, Levenstein, Jaro, Jaro-
Winkler, Needleman-Wunsch, Smith-Waterman, and Monge-Elkan.

– MT. M + extra features by various string transformations.

– MTG(Ours). MT + our proposed similarity gain and dissimilarity gain
features.

We used the blocking algorithms provided in Magellan to reduce the direct
product set to a candidate set. We further randomly split the candidate set
into the candidate training dataset and the test dataset. Then we selected the
actual training data to be labeled from the candidate training dataset with the
following methods.

– RS. Random sampling．
– WS. Weighted sampling on cases (1) and (2) in Section 3.2 by the Levenstein

similarity.

– WSG(Ours) Weighted sampling on all cases (1), (2), (3) and (4) in Section
3.2 by the Levenstein similarity.
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Table 4: Comparison results in the Abt-Buy dataset. The highest average score
in each training data proportion is marked bold.

Matching Sampling The proportion of training data
methods methods 0.05% 0.1% 0.2% 0.5% 1%

RS
0.264
±0.156

0.260
±0.116

0.307
±0.089

0.356
±0.044

0.397
±0.022

M WS
0.243
±0.087

0.304
±0.064

0.347
±0.036

0.379
±0.027

0.403
±0.019

WSG(Ours)
0.289
±0.079

0.310
±0.067

0.365
±0.031

0.370
±0.029

0.392
±0.012

RS
0.494
±0.137

0.576
±0.127

0.704
±0.048

0.763
±0.021

0.782
±0.007

MT WS
0.534
±0.121

0.647
±0.089

0.740
±0.019

0.770
±0.017

0.785
±0.012

WSG(Ours)
0.554
±0.101

0.658
±0.042

0.701
±0.055

0.763
±0.026

0.795
±0.014

RS
0.498
±0.158

0.585
±0.127

0.737
±0.030

0.768
±0.012

0.786
±0.009

MTG(Ours) WS
0.558
±0.166

0.643
±0.124

0.724
±0.015

0.775
±0.012

0.796
±0.008

WSG(Ours)
0.618
±0.068

0.701
±0.047

0.758
±0.040

0.777
±0.016

0.795
±0.013

Table 5: Comparison results in the DBLP-ACM dataset. The highest average
score in each training data proportion is marked bold.

Matching Sampling The proportion of training data
methods methods 0.05% 0.1% 0.2% 0.5% 1%

RS
0.644
±0.330

0.877
±0.042

0.894
±0.025

0.917
±0.009

0.926
±0.008

M WS
0.765
±0.228

0.889
±0.038

0.908
±0.019

0.924
±0.019

0.934
±0.004

WSG(Ours)
0.795
±0.151

0.852
±0.087

0.833
±0.139

0.894
±0.077

0.929
±0.007

RS
0.691
±0.350

0.890
±0.042

0.904
±0.024

0.925
±0.010

0.937
±0.007

MT WS
0.855
±0.108

0.915
±0.017

0.924
±0.012

0.933
±0.009

0.941
±0.005

WSG(Ours)
0.851
±0.119

0.828
±0.122

0.877
±0.101

0.909
±0.079

0.919
±0.079

RS
0.714
±0.351

0.886
±0.048

0.908
±0.025

0.929
±0.011

0.936
±0.006

MTG(Ours) WS
0.851
±0.140

0.914
±0.023

0.923
±0.012

0.934
±0.006

0.942
±0.005

WSG(Ours)
0.880
±0.097

0.891
±0.132

0.904
±0.086

0.922
±0.041

0.941
±0.009
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4.3 Evaluation Metrics

To evaluate the performance of different methods, we compared their ability to
reduce the number of misclassifications. Misclassification includes false positive
(record pairs that refer to the same entities but classified as not) and false
negative (record pairs that refer to different entities but classified as not). In
the experiment, we used the F1 measure to take into account both precision
and recall. It has a maximum value of 1 and a worst-case value of 0, which is
calculated by,

F1 =
2× precision× recall

precision + recall
. (7)

4.4 Results

We vary the proportion of the training data from 0.05% to 1.0% and report the
average of 50 training results. We tuned the parameters τep , τ

e
n, τ

h
p , and τhn in

our training data selecting method as 0.4, 0.35, 0.4 and 0.4, respectively.
Table 3 shows the comparison results on the StockName dataset. Our method

with two features of similarity gain and dissimilarity gain and training selection
improve the most accuracy. Let us here focus on the methods of training data
selection. While RS is very low, WS and WSG(Ours) significantly improved the
accuracy of the classification using any features (M, MT, MTS(Ours)) as input.
Furthermore, using our proposed features also makes the classifier have better
accuracy than WS (bottom row of Table 3).

Table 4 shows the comparison results on the Abt-Buy dataset. The results
show the same trend as the results of the StockName dataset. Using our proposed
features for both classifier features and selecting training data improved the
classification accuracy when the proportion of the training data is small, i.e.,
≤ 0.5%.

Table 5 shows the comparison results on the DBLP-ACM dataset. Our method
had the best performance in a small proportion of 0.05%, but failed to be the best
in a large proportion. This is because the DBLP-ACM dataset is as ambiguous
as the others two datasets, the titles of the papers do not contain abbreviations,
misspellings, and synonyms. Therefore, the proportion of entity pairs that re-
fer to different entities with high similarity, or that of refer to the same entity
with low similarity, is small. The experimental results suggest that using string
transformations on the titles of papers is not an effective way of entity matching.

5 Related Work

Similarity-based supervised learning for entity matching. Many recent
record linkage methods focus on supervised learning approaches that require la-
beled training data. Superior supervised learning methods, such as tree-based
models and support vector machines, have been applied in the field of record link-
age [4, 21]. Supervised learning methods generally produce better results than
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unsupervised ones, but it is challenging to prepare training data in most real-
world situations. Christen [6] proposed a training data selection method using
similarities. Arasu et al. [3] and Sarawagi et al. [20] proposed reducing candi-
date record pairs by using string similarities and selecting informative record
pairs by active learning using committees. Refinement of the similarity measure,
which represents whether a record pair refers to the same entity, is also being
intensively studied. As mentioned above, since similarity measures are also used
for training data selection, discovering good them is a significant challenge for
record linkage. Fellegi et al. [10] represented a record pair as a binary vector
consisting of whether the rules are satisfied or not．Cohen et al. [7] proposed
an adaptive framework that combines multiple similarity measures. Methods for
learning similarity measures are also proposed. Bilenko et al. [4] used SVM to
create a domain-adapted similarity measure. The studies of [1, 2, 5, 14, 15, 21]
mentioned that string transformations resolve variations of representation such
as abbreviations and misspelling.

Deep entity matching Many studies use deep learning for entity matching.
DeepER [9] and DeepMatcher [16] uses a RNN model with word embeddings.
Auto-EM [22] and Ditto [13] leverage a transfer learning with pre-trained lan-
guage models for efficient entity matching. We do not compare the deep learning
approaches since they are orthogonal to our work, and we focus on improving
the accuracy of the lightweight models with similarity-based features.

Entity matching systems Recently, there are also systems for automatic
entity matching with less human involvement cost. Magellan [11] is the state-
of-the-art similarity feature-based entity matching system. AutoML-EM [17,19]
studies how to automatically build a machine learning model for entity match-
ing using the techniques of AutoML. Auto-FuzzyJoin [12] is an unsupervised
approach that automatically tunes the parameter for preprocessing methods,
tokenizations, and similarity functions.

6 Conclusion

In this study, we proposed and evaluated the features, the similarity gain and the
dissimilarity gain, for robust entity matching with similarity-based approaches.
We also make use of the similarity gain and the dissimilarity gain in selecting
valuable samples for training data with a lower labeling cost. In the experiments
over three real-world datasets, our proposed features improved the accuracy even
in the case that the proportion of the training data was small. In the future, we
plan to generate more various and powerful features for entity matching based
on the similarity gain and the dissimilarity gain.

References

1. Arasu, A., Chaudhuri, S., Kaushik, R.: Transformation-based framework for record
matching. In: 2008 IEEE 24th International Conference on Data Engineering. pp.
40–49. IEEE (2008)



12 K. Sakai et al.

2. Arasu, A., Chaudhuri, S., Kaushik, R.: Learning string transformations from ex-
amples. Proceedings of the VLDB Endowment 2(1), 514–525 (2009)
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