
Robust Cardinality Estimator by

Non-Autoregressive Model⋆

Ryuichi Ito1, Chuan Xiao1, and Makoto Onizuka1

Osaka University, 1-1 Yamadaoka, Suita-shi, Osaka, 565-0871, Japan
{ito.ryuichi, chuanx, onizuka}@ist.osaka-u.ac.jp

Abstract. In database systems, cardinality estimation is a fundamen-
tal technology that significantly impacts query performance. Recently,
machine-learning techniques are employed for cardinality estimation, which
learns dependencies among attributes. However, they have a problem
that the estimation accuracy is unstable and the inference speed is slow.
In this paper, we propose a stable and fast cardinality estimation method
that learns dependencies among attributes by a non-autoregressive model
and performs estimation in fewer steps and proper order according to a
given query at the inference phase.
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1 Introduction

As the use of data becomes more widespread, there are growing needs for faster
database systems. Especially, the functionality of query optimizers is essential.
The query optimizer consists of three main components: cost model, plan enu-
meration, and cardinality estimation. We focus on cardinality estimation, be-
cause Leis et al. [5] reported that cardinality estimation has the most signif-
icant influence on query performance among the three components. Cardinal-
ity estimation has been studied for many years [1, 3, 4, 7, 10, 11], but practical
database systems still prone to large estimation errors, up to 104 − 108×, which
degrades the query performance [5]. Conventional methods for cardinality es-
timation maintain uniform value distributions as histograms for each attribute
independently (Uniformity, independence, and principle of inclusion assump-

tion [5]), and such cardinality estimation for queries on a single attribute is
known to be sufficiently accurate. However, real-world value distributions among
multiple attributes are not independent. The independence assumption causes
major estimation errors in selection and join operations over multiple attributes.
In recent years, cardinality estimation methods based on machine learning have
been proposed [1, 3, 4, 10, 11]. Among them, methods of learning correlations
among multiple attributes, which use autoregressive models [2,9] or sum-product
networks [6], outperform conventional methods. The advantage of these methods
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is that they do not require any prior workload since they use only the database
for training. However, there is a problem that the performance of these methods
is not stable. For example, in the case of autoregressive models, their estimation
accuracy largely depends on the order of attributes that needs to be fixed at the
training phase.

In this paper, we propose a fast and stable cardinality estimation with a
non-autoregressive model for learning correlations among multiple attributes.
By utilizing the non-autoregressive model as a density estimator, we can capture
a correlation among any combinations of attributes in multiple relations. Unlike
autoregressive models, whose attributes order for inference is fixed at the training
phase, non-autoregressive models learn all attributes in parallel and can infer
conditional probabilities of each attribute in any order. This enables cardinality
estimation to mitigate the performance instability due to the fixed order of
attributes with autoregressive models. We evaluate our method using two real-
world datasets and show that it can reduce Q-Error [5] to up to 1/35 compared
to PostgreSQL and be up to 2− 3× faster than the existing methods using the
autoregressive model while stably achieving the comparable performance as its
peak performance.

2 Formulation

In this chapter, we present a formulation for cardinality estimation using a den-
sity estimation model. Notice that cardinality is calculated from the joint prob-
ability satisfying a selection condition of a given query. Suppose that a relation
R consists of attributes A = {A1, ..., An} and tuples {t1, ..., tm}, and operations
of a selection condition are expressed with θ(t) → {0, 1}. The cardinality C(θ) is
equal to the number of tuples that satisfy the selection condition θ or the prod-
uct of the total number of tuples and the probability of satisfying the selection
condition:

C(θ) = |{t ∈ R | θ(t) = 1}| (1)

= |R| · P (θ(t) = 1) (2)

Each tuple t consists of combinations of attribute values {a1 ∈ A1, ..., an ∈
An}. Thus, the cardinality C(θ) can be defined as follows, where P (A1 = a1, ...,
An = an) is the joint probability:

C(θ) = |R| ·
∑

a1∈A1

...
∑

an∈An

θ(a1, ..., an)P (A1 = a1, ..., An = an) (3)

However, as can be seen from the above equation, it is difficult to deal with all
the joint probabilities directly because they are numerous. Therefore, by assum-
ing that each attribute is independent P (A1, ..., An) ≈

∏
n P (Ai), obtaining the

cardinality by combining the histograms of multiple attributes is widely used.
However, this assumption is inappropriate for real-world data because there are
usually correlations among attributes; so it is a major source of errors.

In this paper, we use the multiplication theorem, which is an exact equation,
instead of the independence assumption. If θ is conjunctive (θ = θ1⊗θ2⊗...⊗θn,
θi(ai) → {0, 1}), then cardinality C can be defined in the following form:
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C(θ) =

|R| ·
∑

a1∈A1

θ1(a1)P (A1 = a1)
∑

a2∈A2

θ2(a2)P (A2 = a2 | A1)

...
∑

an∈An

θn(an)P (An = an | An−1, ..., A1)
(4)

3 Cardinality Estimation by Non-Autoregressive Model

Our method employs non-autoregressive models1 as its core to estimate car-
dinalities. Since our model is trained only on the distribution of data without
requiring workloads, it can estimate the cardinalities of arbitrary queries with a
single trained model. When the target database contains multiple relations, our
method can estimate query cardinalities including join operations by regarding
all relations as a universal relation with full outer join.

Training We explain how we train a density estimator using a non-autoregressive
model for cardinality estimation. The training is made on a tuple-by-tuple basis;
each tuple with some masked attributes is used as input and the corresponding
raw tuple is used as target. The losses of the masked attributes are used for up-
dating parameters. By randomly selecting attributes for masking, the model can
infer the probability distributions of arbitrary attributes with an arbitrary con-
dition. Since domains are different among attributes, each attribute is embedded
individually in the model.

Inference As shown in Equation 4, cardinality is computed by the product of
the total number of tuples and the joint probability satisfying a selection con-
dition; hence we estimate conditional probabilities in order by the model and
derive a cardinality from them. We extend Progressive Sampling [11] for adapting
it to non-autoregressive models. Although the multiplication theorem is an exact
equation, Progressive Sampling uses the results of prior inference as input to its
subsequent inference and the procedure depends on the Monte Carlo method.
Therefore, the order of the expressions obtained based on the multiplication the-
orem affects the estimation performance. In particular, prior inference with low
accuracy can harm the accuracy of the subsequent inference. In autoregressive
models, the order of attributes needs to be fixed at the training phase. It is
not easy to decide an appropriate order of attributes among !|A| candidate or-
ders. We must train an individual model from scratch for each candidate order
of attributes. In contrast, non-autoregressive models can infer conditional prob-
abilities of only needed attributes in any order. It can reduce inference costs.
Therefore, by introducing a heuristic that inference becomes easier and more
accurate in ascending order of the size of the domain, our method performs in-
ference on attributes in ascending order of the size of their domain satisfying
a given selection condition. This order is dynamically decided at runtime. The
procedure is shown in Algorithm 1.

1 Any non-autoregressive model (e.g., Transformer-based model) can be used.
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Algorithm 1 Cardinality Estimation by Non-Autoregressive Model
Input: M, θ,A, N, |R|

Output: ˆcardinality
1: procedure Estimate(M, θ,AttrsInPreds))
2: Initialize inputs w/ nulls
3: prob← 1.0
4: foreach Ai ∈ AttrsInPreds do

5: ˆdistAi
←M(inputs) ⊲ Forward

6: ˆdist′Ai
← {θi(ai) ˆdistai

| ai ∈ Ai}) ⊲ Filtered by θ

7: prob← prob ∗
∑

ai∈Ai

ˆdist′Ai

8: ai ← Sampling( ˆdist′Ai
)

9: inputs[Ai]← Encode(ai)
10: end for

11: return prob
12: end procedure

13:
14: AttrsInPreds← {A ∈ A | A used in θ}
15: foreach i ∈ N do ⊲ Batched in practice
16: probs[i]← Estimate(M, θ,
17: SortByFilteredDomainSize(AttrsInPreds))
18: end for

19: ˆselectivity ← mean(probs)

20: ˆcardinality ← ˆselectivity ∗ |R|

21: return ˆcardinality

This algorithm, an extension of Progressive Sampling, takes a non-
autoregressive model M, a selection condition θ, attributes A, sample size N ,
and the total number of tuples |R|. Because

∑
ai∈Ai

P (ai | ·) is always 1, there
is no need to infer probability of attributes not included in the selection con-
dition. Therefore, we extract only attributes included in the selection condition
(l.14). Next, we infer conditional probability distributions ( ˆdistAi

) and calculate
a joint probability (prob) based on the multiplication theorem N times (l.15-18).
At this time, the attributes are given in ascending order of the size of the domain
satisfying the selection condition (l.17). We apply the selection condition to in-

ferred probability distribution ˆdistAi
and multiply the sum of them and prob

(l.7). In addition, we sample a value ai of Ai based on the inferred probability
distribution for the next inference (l.8). By repeating these operations on all the
attributes included in the selection condition, we obtain the estimated selectivity
(l.11). Finally, we return the product of the mean of N predicted selectivities
probs and the total number of tuples |R| as the estimated cardinality (l.19-21).

4 Experiments

We evaluate our method and discuss it based on the results. We implement our
method using multilayer perceptron (MLP) and Transformer (Trm) [9] 2, as non-
autoregressive models. Note that Prop. order represents the ascending attribute
order based on the size of the attribute domain satisfying the selection condi-
tion. We use two benchmarks on real-world datasets for evaluation, DMV [8]
and Join Order Benchmark [5] (JOB-light [4]). DMV consists of queries with
multiple equal and range conditions. JOB-light consists of queries with multi-
ple equal conditions, range conditions, and join operations. For comparison, we

2 Only the decoder.
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use the cardinality estimator used in PostgreSQL 11.8 and Naru [11]/Neuro-
Card [10], which are state-of-the-art cardinality estimators using autoregressive
models. NeuroCard is an extended method of Naru for multiple relations. Both
methods are mainly implemented with MADE, but secondarily Transformer as
well. For the attribute order, which is a hyperparameter of Naru/NeuroCard, we
use Natural order (left-to-right order in each table schema) that is reported to
be the best [11] and Reverse order that is the reverse order of Natural for com-
paring variances. The execution environment, hyperparameters, sampled tuples
for training, etc., are set to be as equal as possible between Naru/NeuroCard
and our method. The sample size for the Monte Carlo method was fixed to 1000
for all the methods. In these benchmarks, we have confirmed in preliminary ex-
periments that there is almost no change in performance when the sample size
is increased from 1000. We use Q-Error, which indicates how many times an es-
timated cardinality differs from a true value, as an evaluation metric. Q-Error is
always greater than or equal to 1 and smaller values indicate better performance.

We show the overall evaluation results with Q-Error (median, 90th percentile,
95th percentile, 99th percentile, max, and the coefficient of the variation of the
samples) and the response time of each method.

Table 1. Q-Error and mean latency (ms) on DMV

Method (Impl. · Order) Median 90th 95th 99th Max CV Latency

PostgreSQL 1.27 2.22 57.9 1.4 · 103 7.6 · 104 − 2.93
Naru (MADE · Natural) 1.04 1.19 1.32 2.00 8.00 0.43 10.3
Naru (MADE · Reverse) 60.8 5.1 · 102 7.5 · 102 2.0 · 103 4.2 · 105 3.01 10.4
Naru (Trm · Natural) 1.09 2.63 5.34 9.7 · 105 9.9 · 105 0.45 99.5
Naru (Trm · Reverse) 1.18 10.8 2.0 · 102 1.0 · 103 2.1 · 104 0.78 1.0 · 103

Ours (MLP · Prop.) 1.05 1.30 1.56 2.60 49.0 0.10 5.76
Ours (Trm · Prop.) 1.04 1.22 1.41 2.33 49.0 0.10 54.3

Table 2. Q-Error and mean latency (ms) on JOB-light

Method (Impl. · Order) Median 90th 95th 99th Max CV Latency

PostgreSQL 7.44 1.6 · 102 8.4 · 102 3.0 · 103 3.5 · 103 − 3.88
NeuroCard (MADE · Natural) 1.79 9.00 19.5 36.5 43.2 5.07 1.6 · 102

NeuroCard (MADE · Reverse) 6.04 72.3 1.2 · 102 3.0 · 102 4.0 · 102 7.18 1.6 · 102

Ours (MLP · Prop.) 3.14 25.0 60.5 7.7 · 102 2.2 · 103 7.3 · 10−2 46.5
Ours (Trm · Prop.) 2.41 11.8 16.8 4.1 · 103 1.3 · 104 4.39 1.9 · 103

Table 1 shows that the performance of Naru varies more than 10 times de-
pending on the order of attributes for both MADE and Transformer implemen-
tation. Namely, the performance of Naru cannot be stable unless an appropriate
order of attributes is selected. In contrast, our method stably achieves the com-
parable performance as Naru (MADE, Natural), which is the best setting of
Naru in the experiment. Besides, Table 2, whose benchmark contains multiple
natural joins, shows that our method is stable and outperforms many others.
However, in rare cases, we observe that our method extremely underestimates
cardinalities due to some attribute values with very low frequency and results in
large Q-Error. This behavior is not observed in NeuroCard. One of the reasons
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for the difference is that our model overfits to the samples. Therefore, in the case
of training only on the sampled tuples, we should employ methods to suppress
the overfitting for solving the problem. Overall, the latency results confirmed
that our method is 2−3× faster than autoregressive-based methods of the same
scale.

5 Conclusion and Future Work

This paper proposed a stable and fast cardinality estimation using a non-
autoregressive model. By learning a distribution of data and applying a selection
condition at the inference phase, our method achieves stable cardinality estima-
tion. We evaluate our method using Q-Error as a metric for real-world datasets.
The results show that our method achieves 2−3× faster than the existing meth-
ods using autoregressive models while achieving the comparable performance as
the peak performance of the existing methods.

In the future, we plan to tune hyperparameters and automate its procedure.
In addition, we plan to use more complex benchmarks which contain updates
and to make evaluations of query optimizers using estimated cardinalities by our
method.
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